We are a pioneering company working on the
next-generation Computational Fluid Dynamics
hardware accelerator based on high-order
Discontinuous Galerkin method

A paradigm shift
We want to change the accepted paradigm that accurate CFD computations can only be performed on
powerful computing clusters containing thousands or even hundreds of thousands of general-purpose
processors such as CPU or GPU. Moreover, we want to make it possible for any engineer, at a fraction of
the cost of owning or renting such machines. The current need for a powerful computing cluster is
because accurate CFD computations such as Large Eddy Simulation (LES) require the use of much larger
computing meshes than those used today. According to estimates, the LES simulation of the aircraft
wing, taking into account that Moore's law will be valid, will be possible around 2045.

CFD SEMI’s approach
The solution proposed by our company is a new generation hardware accelerator that allows us to
democratize LES computations. This solution is based on three pillars:
use of the Discontinuous Galerkin method;
application-specific integrated circuit (ASIC) paired with high-bandwidth RAM;
linear scaling of thousands of ASICs.
The first pillar is the most important. By using the Discontinuous Galerkin method, high accuracy of
computations (3rd order or greater) and the effect of "automatic mesh refinement" will be obtained
thanks to the approximation of the solution with high-order polynomials. Currently applied
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second-order approximation (P = 2) increases the number of degrees of freedom 27 times compared to
Finite Volume methods, i.e. a mesh with 40 million elements has 1 billion Degrees of Freedom (DOF). This
27-fold increase in DOF is fully automatic and does not require any additional engineer work.
The advantages of using the Discontinuous Galerkin method are burdened with a very high
computational cost (much greater than the Finite Volume method), therefore the algorithm was sewn
into a specialized integrated circuit optimized to perform only this type of computation. Hundreds of
floating-point units performing double-precision number operations are "fed" with high-speed RAM to
meet the demands of this complex and resource-hungry algorithm. It is the world's first specialized
hardware chip accelerating CFD computations using the Discontinuous Galerkin method. We called it
DGSolver-On-Chip (DGSoC), which is a solver using the Discontinuous Galerkin method sewn into a
specialized integrated circuit. Every aspect of its design has been optimized for one task, quickly solving
equations describing fluid dynamics using the Discontinuous Galerkin method, there are no unnecessary
resources, no conditional loops. The algorithm that has been embedded in it has also been adapted to
perform parallel computations as efficiently as possible.
The last pillar of our solution is hyper-scalability - the ability to connect any number of DGSoC systems
with a linear speed-up factor. Our DGSoC has built-in fast, direct communication buses to exchange the
necessary data with neighboring chips. This provides many configuration options and expansion
possibilities for CFD computing systems. Systems with supercomputer performance at a fraction of its
costs.

System architecture
We want to create a device to replace HPC computers with a device that takes a fraction of its space,
costs a fraction of its price, and uses an order of magnitude less energy than supercomputers. A device
that can perform computations on grids with 1 bln of DOF using a common PC to manage computations.
CFD-DG System is equipped with a DGserver with computing power and disk space sufficient to support
the matrix of DGSoC chips with the power of thousands of CPU cores. We also care about simplicity and

cfdsemi.com
info@cfdsemi.com

2

ease of use. That is why a GUI program has been created: to avoid text files to configure simulation like
setting boundary conditions, simulation parameters, etc.

FPGA prototype
To create a prototype, we chose the Enclustra Mercury+ XU-1 module with Xilinx Zynq UltraScale+
XCZU15EG FPGAs installed on the Mercury+ PE1 baseboard. This tandem contains all the functionalities
we need, i.e. a lot of configurable LUTs, a built-in ARM processor, Ethernet communication connectors,
and 4 GB of fast DDR4 memory. Each FPGA chip creates an independent computing node (DGSoC) that
can contain 44 Computation Units (CU). Each CU has a double-precision floating-point unit that returns a
result at each clock cycle. These 44 computing units are managed by the built-in ARM processor and are
fed by DDR4 memory with a bandwidth of 19.2 GB/s. Thanks to our optimizations, each FPGA can be
clocked at 480 MHz, which means that each FPGA can perform 21.12 billion double precision
floating-point operations per second (44CU x 480Mhz). The given configuration of FPGA and baseboard

with 4GB of DDR4 RAM can store 93,000 finite elements, which thanks to the use of the Discontinuous
Galerkin method and the parabolic approximation function gives 2,511,000 DOF.
Each FPGA communicates with other chips to exchange data at the subdomain interface. The entire
methodology of data exchange between FPGAs has been developed in such a way that it has to run as
efficiently as possible. Currently, the system consists of 8 cards with FPGAs that can perform
calculations with subdomains neighboring in any combination.
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